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Abstract—Conventional voltage scaling systems require a delay
margin to maintain a certain level of robustness across all pos-
sible device and wire process variations and temperature fluctua-
tions. This margin is required to cover for a possible change in the
critical path due to such variations. Moreover, a slower intercon-
nect delay scaling with voltage compared to logic delay can cause
the critical path to change from one operating voltage to another.
With technology scaling, both process variation and interconnect
delay are growing and demanding more margin to guarantee an
error-free operation. Such margin is translated into a voltage over-
head and a corresponding energy inefficiency. In this paper, a crit-
ical path emulator architecture is shown to track the changing crit-
ical path at different process splits by probing the actual transistor
and wire conditions. Furthermore, voltage scaling characteristics
of the actual critical path is closely tracked by programming logic
and interconnect delay lines to achieve the same delay combination
as the actual critical path. Compared to conventional open-loop
and closed-loop systems, the proposed system is up to 39% and
24% more energy efficient, respectively. A 0.18- m technology test
chip is designed to verify the functionality of the proposed system
showing critical path tracking of a 16 16 bit multiplier.

Index Terms—Adaptive voltage scaling (AVS), circuit modeling,
critical path tracking, deep submicrometer MOSFET.

I. INTRODUCTION

DESIGNING powerful and versatile computing systems is
becoming more feasible with technology scaling. Smaller

feature size enables more integration and allows more functions
to be built within the same area. This leads to an escalation
in current density and the associated power dissipation. Power
reduction techniques are becoming essential in designing such
systems in order to keep power dissipation under control. Dy-
namic and leakage power are the main contributors to the overall
power dissipation and the main drain for energy. The third com-
ponent is the short circuit power which is small and can be ig-
nored for most modern CMOS designs [1].

Dynamic power is considered by far the largest power dissi-
pation component. It can be expressed as

(1)

where is the supply voltage and is the operating fre-
quency. is the average switching capacitance and is given
by , where , , and
are the average switching gate, diffusion, and wire capacitance
for the chip, respectively.
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Fig. 1. Architecture of a DVS system.

Leakage power is becoming a major roadblock in the way
of technology scaling [2], [3]. Different leakage power com-
ponents drain power and energy while the system is idle. Sub-
threshold leakage is considered the main leakage mechanism
which is given by

(2)

where , and are technology pa-
rameters, is the threshold voltage, is the thermal voltage
(26 mV at room temperature), and and are the device di-
mensions.

Power dissipation control requires design effort on different
fronts [4]. System, architectural, circuit, and device level power
reduction techniques can be employed to keep power dissipa-
tion within the tight power budget. For example, different strate-
gies can be used in converting a high-performance chip to a
low-power chip [5]. Voltage supply reduction has been shown to
be the most effective among all other power reduction method-
ologies. Theoretically, the lower limit on supply voltage ,
required for correct functionality of a static CMOS inverter was
derived in [6] and [7] and is given by

(3)

where is a constant between 3 and 4. Recently, a fast Fourier
transform (FFT) unit was shown to provide optimal energy effi-
ciency at 350 mV [8]. The FFT unit was also shown to function
correctly at a supply voltage of 180 mV.

However, performance degradation is a direct consequence
of supply voltage reduction. In order to maintain the required
throughout, dynamic voltage scaling (DVS) systems are used
to adjust the supply voltage according to throughput require-
ments. Fig. 1 shows the overall architecture of a generic DVS
system. The performance manager uses a software interface to
predict performance requirements. Once performance require-
ment for the next task is determined, the performance manager
sets the voltage and frequency just enough to accomplish the
task. The target frequency is sent to the phase-locked loop (PLL)
to accomplish frequency scaling. Based on the target voltage,
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the voltage regulator is programmed to scale the supply voltage
up/down until target voltage is achieved [9]–[12].

DVS is also effective in leakage power reduction [13]. Using
two supply voltages, one for logic and one for storage elements,
leakage power can be reduced. Both the combinational and se-
quential supply voltages utilize dynamic voltage scaling to save
power during the active mode. During standby, the combina-
tional supply voltage is collapsed (shut down) or put into sleep
mode using sleep transistors [14]. Meanwhile, the sequential
supply voltage is reduced to the level just enough to retain the
state of the system. Retaining the state saves the energy required
to store and restore contents. Therefore, optimal power savings
can be achieved.

Unlike the conventional digital systems for which characteri-
zation is performed at a certain operating voltage and frequency
pair, DVS systems require characterization at least at the two
ends of the operating range. In fact, characterization of DVS sys-
tems depends on the underlying voltage scaling methodology.
The conventional approach to perform voltage scaling utilizes a
one-to-one mapping of voltage to frequency. In order to guar-
antee a robust operation, the frequency–voltage relationship is
determined via chip characterization at worst case conditions.
Throughout this paper, the worst case condition refers to the
worst case delay at a particular voltage. This technique is uti-
lized in open-loop DVS systems where the frequency-voltage
pairs are stored in a lookup table (LUT) with enough built-in
margin to cover for temperature and process variations.

Such margin required by open-loop systems can be recov-
ered by probing the actual on-chip conditions via a feedback
loop mechanism. The closed-loop voltage scaling system uti-
lizes on-chip circuit structures to provide the feedback required
to adaptively track the actual silicon behavior. The critical path
of the system can be duplicated [15] to form a ring oscillator or
can be replaced by a fanout of four (FO4) ring oscillator [16] or
a delay line [12]. Such a ring oscillator (or delay line) adapts
to environmental and process variations. Since there is a di-
rect relationship between the actual performance of the core and
the speed of the ring oscillator, a closed-loop adaptive voltage
scaling (AVS) system is formed to automatically adjust supply
voltage to nearly the minimum level required to meet perfor-
mance targets. A safety margin is added to account for any mis-
match between the ring oscillator (or the delay line) and the ac-
tual critical path.

Different design parameters are involved when selecting
between the open-loop and the closed-loop voltage scaling
configurations. Stability against temperature fluctuations is a
main design parameter. The conventional open-loop system
stores the worst case performance numbers. Therefore, worst
case process variation is covered and temperature stability is
guaranteed. However, the large margin added to compensate
for worst case process and temperature variations can reduce
energy savings significantly.

The closed-loop system compensates for process and temper-
ature variations by monitoring the activity of the critical path
replica. However, using a single reference for the critical path
in the feedback mechanism is becoming less feasible in modern
deep submicrometer technologies. The large variations spread
can cause the critical path to change from one process corner or

one parasitic condition to another. A delay margin is required
to maintain a fail-safe operation requiring higher than normal
supply voltages and reducing the energy savings achievable via
voltage scaling.

II. ROBUSTNESS AND ENERGY EFFICIENT VOLTAGE SCALING

Energy efficiency of voltage scaling systems is often traded
for robustness. The higher the margin required for fail-safe oper-
ation, the less the efficiency of the voltage scaling system. When
a unique critical path is identified and is guaranteed to remain
critical at all conditions, it is sufficient to replicate that path.
This replica includes the combination of gates and the intercon-
nection wires forming the critical path. The critical path replica
provides the closest behavior to the actual critical path except for
intra-die variations and cross-coupling capacitances which are
difficult to duplicate. This difference was somewhat accounted
for in [15] where two copies of the critical path are used. One
of the two copies has a 3% margin for any mismatch with re-
spect to the actual critical path. The two replicas are inserted in
between flip-flops representing the longest single stage delay
of the pipeline. A third path includes only two back-to-back
flip-flops so that only clock delay is considered. The system
operates by adjusting the supply voltage to guarantee that the
replica without margin runs without timing violations while the
replica with margin fails. As a result, supply voltage is adjusted
to be just enough for correct functionality plus less than 3%
margin. When supply voltage is too low for correct function-
ality, both replicas fail timing and a command is issued to a
programmable voltage regulator to increase the voltage. On the
other hand, when both replicas pass timing, the programmable
voltage regulator is instructed to lower down the supply voltage
until only the replica without margin passes timing.

The previously described critical path replica technique relies
on the fact that a single critical path remains the most critical at
all conditions. The energy savings achievable via voltage scaling
outweighs the additional 3%–5% delay margin required for fail-
safe operation. However, selecting a unique critical path across
all conditions is becoming a challenge as transistor dimensions
are scaled. Transistor and wire variations spread grows from one
technology generation to the next. Moreover, the contribution of
interconnect delay to the overall system delay increases. When
several system paths have nearly the same delay while each one
has a different blend of logic and interconnect delay, the process
of selecting a unique critical path for the system becomes chal-
lenging.

The effect of both the process variations and the logic and in-
terconnect contribution on delay can be illustrated using Fig. 2
for two path delays, one is logic-dominated and the other is
interconnect-dominated, in a CMOS 0.18- m technology. The
interconnect-dominated path represents a global bus with re-
peaters optimally inserted to reduce the overall delay. The in-
terconnect delay refers to the total delay of the driver plus the
RC component of the wire. The logic-dominated path represents
a datapath with a small contribution of interconnect delay. At a
supply voltage of 1.8 V, the interconnect-dominated path has a
longer delay. As voltage is scaled, the pure RC delay portion
of the interconnect delay experiences almost no scaling while
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Fig. 2. Delay margin required by conventional systems to compensate for the
difference in voltage scaling behavior between logic and interconnects.

the driver delay scales normally with voltage. Consequently,
logic delay scales faster with voltage than interconnect delay.
At low supply voltage, the logic-dominated path becomes crit-
ical. Therefore, the critical path selection process should be pre-
formed at both ends of the scaled supply voltage range. Further-
more, a delay margin is required to maintain a unique critical
path at all conditions. In Fig. 2, a 51% interconnect margin at
1.8 V is added to the interconnect-dominated path in order to
make it the most critical across the entire supply voltage range.
Alternatively, an approximately 48% delay margin can be added
to the logic-dominated path. In both cases, an increase in supply
voltage is required to avoid timing violations resulting from the
extra margin included. Therefore, the range of supply voltage
scaling becomes limited and energy savings decrease signifi-
cantly.

Not only the difference in voltage scaling behavior of logic
and wire dominated paths but also process variations and en-
vironmental conditions add more complexity when designing
voltage scaling systems. For example, a critical path at slow
corner may not remain critical at the fast process corner. As
a result, conventional systems require enough safety margin to
accommodate such variations while reliably scaling the supply
voltage without causing a system failure. This margin is trans-
lated to a voltage overhead and an associated energy loss.

In order to reduce such margin, the Razor approach has been
proposed in [17]. In this approach, an on-chip timing checker is
used to check the time margin for a set of potential critical paths
as shown in Fig. 3. The timing checker uses a delayed version
of the system clock to capture the same data in a shadow latch
that the main, master, flip-flop captures. The additional shadow
latches are introduced where subcritical paths become critical.
As supply voltage is scaled, the value latched in the master
flip-flop can be different from that latched by the shadow latch
triggering an Error signal. The Error signals from all shadow
latches are gathered to generate a single Error indicator. The
Error is corrected by flushing the pipeline and reloading the state
before the Error occurred. When the Error rate decreases beyond
a certain limit, supply voltage is reduced till the point where

Fig. 3. Razor approach to reduce the voltage margin dictated by worst case
characterization.

the error is acceptable. However, certain applications may not
allow any predictable failures such as those allowed by Razor.
Moreover, in order to guarantee a robust operation, system char-
acterization at all conditions is required. This may require an
increased number of razor latches. Therefore, the error proba-
bility may increase and the overhead of the error detection cir-
cuitry may also increase. The latency resulting from flushing the
pipeline may negatively impact the overall performance when
the error rate increases. The complexity of the Razor also in-
creases when the design has many critical paths close to each
other in timing requiring more shadow latches and resulting in
an increased overhead and reduced efficiency.

This paper describes an AVS system that emulates the ac-
tual critical path at different process and parasitic conditions.
By closely tracking the actual critical path, the large margin re-
quired to guarantee a fail-safe operation in conventional systems
is minimized. A test chip is implemented and tested to verify
the functionality of the proposed architecture. The rest of this
paper is organized as follows. Section III describes the proposed
architecture. The efficiency of the proposed architecture com-
pared to the conventional voltage scaling systems is analyzed in
Section IV. Experimental results are presented in Section V.

III. CRITICAL PATH EMULATOR ARCHITECTURE

The effect of the growing complexity of critical path(s) selec-
tion on margining requirements can be mitigated if the voltage
scaling system can track the most critical path at any given
time. The critical path emulator (CPE) described in this paper
attempts to effectively reduce conventional margining require-
ments by adapting to process variations and to the resulting
effect on critical paths timing. Using this information, a cus-
tomized path delay that has almost the same scaling character-
istics of the actual critical path on the chip can be constructed.
The customized path is reprogrammed to adapt to track the crit-
ical paths on the chip. This way, the margin required by con-
ventional systems can be reduced leading to enhanced energy
efficiency.

The fail-safe margin required can be generated through
timing characterization of the core running under voltage
scaling. The characterization process has to be performed to
cover all combinations of the different process and interconnect
splits. Furthermore, each corner requires characterization at the
two ends of the supply voltage range and different temperatures.
Instead of this lengthy and costly process, accurate modeling
of both logic and interconnect delays is utilized.
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A. Delay Modeling of Logic and Interconnects

Using accurate delay models, the critical path delay at dif-
ferent conditions and different target speeds can be predicted
and the delay lines can be programmed accurately. The lengthy
characterization process can be replaced by a simple, yet accu-
rate, delay modeling process for logic and interconnects. In this
paper, the delay model for both logic and interconnects is based
on previously published models [18], [19]. Additionally, accu-
rate modeling of the rising/falling input signals is used to further
enhance the accuracy of the delay model.

Since the input ramp to one stage of the delay line reaches full
scale voltage ( ) before the output reaches the point,
the input ramp is considered a fast ramp. For the fast input ramp
case, the output transition time, defined in [19] and [20], is given
by

(4)

where is the load capacitance, is the maximum drain
current at , is the drain saturation
voltage at normalized by , and is the channel
length modulation. The subscripts and refer to the pMOS
and nMOS parameters, respectively.

Using the fast input ramp definition, the inverter delay model
has been developed in [21] based on the alpha-power model
[19] and the concept of the inverter step response. The velocity
saturation index is considered to be unity in [21]. However,
pMOS transistors usually have a velocity saturation index
slightly larger than unity and greater than nMOS transistors
for current CMOS technologies. In this paper, delay models
introduced in [21] are generalized to include the nonunity
velocity saturation index, , for a better accuracy. Using the
rise/fall time given in (4), the rising and falling delay times of
an FO4 inverter for the fast input ramp case are expressed as

(5)

where , are the zero body-bias threshold voltage nor-
malized by and and represent the input-to-
output coupling capacitance for the pMOS and nMOS transis-
tors, respectively.

HSPICE simulations are compared to (5) for an FO4 delay
line implemented in a 0.18- m CMOS technology. Fig. 4 shows
that the maximum error between the delay model and simula-
tions is 4%–5%. This small margin is taken into consideration
when designing the emulator.

The FO4 inverter delay model described by (5) is used to
model the buffered interconnects. For the interconnect-domi-
nated delay line, buffers are inserted at optimal distances to min-
imize the overall interconnect delay. In this case, the overall
delay of the buffered wire is found to be proportional to the

Fig. 4. Logic delay calculated using (5) versus HSPICE simulations of a
0.18-�m FO4 delay line.

square root of the buffer delay [18]. Consequently, the intercon-
nect delay is related to the buffer delay by the following
relation:

(6)

where and are the resistance and capacitance per unit length
of the wire.

Using (5) and (6) to model voltage scaling behavior of both
logic and interconnect delays takes into account process and
interconnect variations. Using this model, the data required to
emulate the critical path can be generated. An algorithm devised
to generate the required data is described in detail as follows.

B. Algorithm

The algorithm used to generate the critical path emulation
data is depicted in Algorithm 1. Logic speed and intercon-
nect speed are used as indicators of process and interconnect
variations, respectively. In order to take process variations into
consideration, the entire logic speed range is divided into bins
with each bin is equal to . Similarly, the interconnect speed
bin is . In order to facilitate the subsequent discussion, a few
terms are defined as follows.

• Worst case delay: The path delay at worst case process,
90% of the supply voltage, and worst case temperature
(125 C).

• Potential critical path: A path which becomes critical at a
certain voltage or at a certain process, voltage, or temper-
ature (PVT) corner.

• Logic speed: The actual on-chip logic speed. Logic speed
is used to indicate how fast the actual process is compared
to the slow corner.

• Interconnect speed: The actual on-chip interconnects
speed. Interconnect speed is used to indicate the condi-
tion of the actual interconnect parasitics compared to the
slowest corner.

• Interconnect delay ratio, : Ratio of the delay caused
by the buffered interconnect wires in a certain path to the
total delay of that path. The interconnect delay ratio for
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the top timing critical paths can be obtained from the static
timing analysis (STA) of the chip. Both the logic and inter-
connect delays are reported by STA. This delay informa-
tion is used to compute the for each path.

• Target delay: The delay requirement specified by the
system.

The algorithm is initialized at the worst case scenario (90% of
the full supply voltage, worst case process, parasitics, and tem-
perature). In addition to the maximum delay path, a set of poten-
tial critical paths is selected from STA and is normalized to the
maximum delay. for each path is recorded. Delay models
given by (5) and (6) are used to predict the voltage scaling
behavior of each path in the set. The critical path emulator is
constructed using multiple logic and interconnect delay ele-
ments. The total delay of these elements is chosen such that the
total delay and the critical path and the emulator are equal and

is equal.

Algorithm 1 Critical path emulator

START:

Find a set of potential critical paths
For each path in the set:

Compute

for do
for do

Find the maximum delay path
Find the subsequent potential critical paths
while do

Compute
Find the critical path when :
Record

end while
end for

end for.

The next step is to determine which and to use in emulating
the actual critical path for the remaining target delays specified
by the system’s software. Each and are specified based on
each logic speed and interconnect speed . First, the delay of
each path in the set of potential critical paths is computed using
(5) and (6). Then, the path which has a delay equal to the target
delay is selected. In this case, delay of all other paths should be
less than the target delay. Once the critical path is selected, its

pair is stored and copied to to be used for emulation.
The same procedure is repeated for the next delay target. Once
the generation of the pairs is completed, the data required
for one process and interconnect corner is determined. The in-
formation needed for the entire variations matrix is determined
by repeating the above procedure for all logic and interconnect
splits. The resulting delay of the critical path emulator closely
tracks that of the real critical path. More importantly, voltage
scaling behavior is nearly the same for both the real critical path
and its emulator.

Fig. 5. Delay of the critical path emulator adapts to the delay of all other paths
for the entire voltage range at both slow and fast process corners.

Algorithm 1 is verified by applying the different steps to a set
of path delays with different logic and interconnect delay contri-
butions. The CMOS 0.18- m technology parameters are used in
the experiment. The worst case delay path with an
is selected. The effect of interconnect delay on the selection of
a unique critical path is illustrated through the examination of
a set of potential critical paths which have lower (more
logic delay). Since potential critical path delays scale faster with
voltage, a margin proportional to is required. Logic and in-
terconnect speeds are divided into five regions each. Applying
Algorithm 1 and using , the logic and interconnect
delay information required for the 5 5 LUT matrix is gener-
ated. The delay lines are programmed using 5 bits for logic and
interconnect delays (e.g., ). Considering four target
frequencies and 5 bits for programming both the logic and inter-
connect delay lines, 1000 bits are required to construct the CPE
LUT matrix. Additionally, 100 bits are required for the process
monitor assuming 10 bits are used to represent each process
and interconnect corner. Therefore, approximately 1.1-kbits of
memory are required to buildup all the LUTs.

Fig. 5 shows delays of the potential critical paths and the crit-
ical path emulator after applying Algorithm 1 at both the slow
and fast corners. For both process corners, the critical path em-
ulator, shown as a solid curve, has an approximately 10% safety
margin above all the other paths for the entire supply range. Such
safety margin corresponds to a voltage margin (V margin) since
the critical path emulator operates at a higher voltage to achieve
the same delay as the actual critical path. This safety margin is
a design parameter that can be adjusted according the design
complexity and requirements.

C. Architecture

The CPE system uses an on-chip process variations indicator
to program two delay lines, one for logic and one for intercon-
nect, to emulate the real critical path on the chip at different
performance points. Probing the on-chip process and intercon-
nect variations is achieved by measuring logic-dominated and
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Fig. 6. Logic and interconnect low-power high-resolution A/D.

interconnect-dominated ring oscillator frequencies. The logic
ring oscillator frequency provides an insight about the transistor
process variations while the interconnect-dominated ring oscil-
lator provides information about the back-end process varia-
tions. A low-power high-resolution analog-to-digital (A/D) con-
verter [22], [23] is used to determine the logic speed as shown
in Fig. 6. FO4 inverter is used as the main delay cell since its
voltage scaling characteristics is nearly similar to most static
CMOS logic gates [24]. The frequency of the ring oscillator is
sampled using a slow frequency clock (CLKin). When CLKin
goes LOW, the ring oscillator is enabled and the counter starts
to count the ring oscillator cycles. When CLKin goes HIGH the
ring oscillator is disabled and the counter holds the frequency
count. The output of the counter represents the number of edges
that propagated through the ring during the sampling period.
This represents the high-order bits of the logic speed vector. By
latching the internal state of the ring at the end of the sampling
period, the converter logic block determines how far an edge has
traversed through the ring to determine the lower order bits of
the frequency count. Similarly, interconnect speed is also mea-
sured using buffered interconnect segments. The logic-domi-
nated frequency measurement is subtracted from the intercon-
nect-dominated frequency to extract the portion related to the
RC delay. In order to avoid device mismatch between logic and
interconnect buffers, the arrangement shown in Fig. 6 is used.
The selection logic is constructed using a NAND–NAND configu-
ration in order to track with FO4 inverter delay.

When measuring the ring oscillator frequency, process vari-
ations and temperature are the major parameters affecting the
measurement. In order to eliminate the effect of temperature
on the estimation process, supply voltage is adjusted such that
performance is almost temperature independent [25], [26]. At
this voltage, temperature effect on delay is minimized leaving
process and interconnect variations as the only factors affecting
performance [27]. For example, Fig. 7 shows the simulated fre-
quency versus voltage characteristics for a logic path at dif-
ferent splits in a 0.13- m CMOS process. Process identifica-
tion is difficult to accomplish at high voltages due to the larger
influence of temperature on performance at high voltages. For
example, at 1.5 V, performance for the fast process at hot tem-
perature (125 C) is almost the same as that of the typical process
corner at cold temperature ( 40 C). Therefore, it is better to
fix the temperature at a certain level in order to identify the
process corner during calibration. Temperature adjustment adds
extra time and cost to the calibration process. By adjusting the

Fig. 7. Path frequency scaling with voltage for different process splits and dif-
ferent temperatures.

supply voltage at the temperature insensitive point (approxi-
mately 1.0 V in Fig. 7), the extra calibration time required for
temperature adjustment can be saved.

The CPE architecture is shown in Fig. 8. The process varia-
tions are estimated using the logic/interconnect A/D described
before. The ring oscillator frequency is directly correlated to the
speed of the devices on the chip. For example, when the nMOS
devices are 10% faster and the pMOS devices are 10% slower
than nominal, the ring oscillator frequency approximates that
to nominal performance which is the actual chip performance.
Therefore, there is no need to identify the speed of the nMOS
and pMOS devices individually. The logic frequency measure-
ment is compared against prestored values in the logic speeds
register bank. Based on this comparison, the appropriate se-
lection line in the logic speed vector ( ),
where is the number of logic splits, is activated to enable a
row in the LUT matrix . Similarly, the interconnect bin , is de-
termined. The values of and are used to select a single LUT
from the LUT matrix that contains the information required to
program the delay lines. The selected LUT is a set of storage
elements used to store the number of logic delay elements
and interconnect delay elements necessary to program both
the logic and interconnect delay lines, respectively. By using a
similar blend of logic and interconnect delay to that of the ac-
tual critical path, voltage scaling characteristics become nearly
equivalent.

The actual critical path delay is emulated using two pro-
grammable delay lines using the configuration shown in Fig. 9.
A similar approach was reported in [28] where NAND gates with
nominal and long channel transistors were used as the basic
logic delay cell. A wire delay line and an edge rate selector
were used to emulate the wire delay. However, adapting to
a changing critical path as a result of process and parasitic
variations was not considered in [28]. In this paper, the basic
logic delay element used to emulate the logic delay is the FO4
inverter due to the small difference in voltage scaling behavior
of the FO4 inverter and other logic gates [24]. The interconnect
delay element is a long, minimum width and spacing intercon-
nect with repeaters. The coupling capacitance of the long wire
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Fig. 8. Critical path emulator architecture.

Fig. 9. Implementation of the programmable logic and interconnect delay lines.

to its neighbors is maximized by switching the neighboring
wires opposite to the main wire. Therefore, worst case coupling
is accounted for. The drivers are inserted at an optimal distance
to reduce the overall delay [18]. The logic and the interconnect
delay lines are programmed using the -bit and -bit vectors,
respectively. The appropriate number of delay cells is config-
ured using a multiplexer as shown in Fig. 9. The multiplexers
are implemented using a static CMOS configuration in order to
maintain approximately the same voltage scaling behavior as
the FO4 inverter. Therefore, the multiplexer delay is considered
part of the logic delay.

IV. ENERGY EFFICIENCY ANALYSIS

The delay margin required by voltage scaling systems to
maintain an error-free operation is a key to determine the

overall energy efficiency. The smaller the margin required, the
less the voltage margin (Vmargin) as shown in Fig. 5, and the
more the energy savings. By closely tracking the real critical
path at all conditions, the critical path emulator system offers
higher energy efficiency without compromising robustness.

Conventionally, the reference path is selected at the slow
process corner and slowest interconnect parasitics. Therefore,
conventional open-loop systems require a delay margin to
compensate for three factors: process variations, temperature
fluctuations, and the difference in voltage scaling characteris-
tics between logic and interconnects. The margin due to global
(inter-die) process variations is considered in the following
analysis. Energy saved by adapting to global variations can
reach up to 24% when considering a three-sigma-distribution
and five process splits [27]. Conversely, the margin required to
cover for the local (intra-die) variations is considered common
for all three voltage scaling systems analyzed in the following
and is factored out from the delay margin calculations. Simi-
larly, the delay margin required to cover variations caused by
temperature fluctuations is considered common and is excluded
from the delay margin analysis. Nevertheless, these common
factors should be accounted for when designing each individual
system. For example, given the temperature profile of the chip,
closed-loop systems can be made more efficient by placing
the performance monitor near the hot spot. When multiple hot
spots are encountered at physically large distances, multiple
performance monitors can be placed to cover the entire tem-
perature profile and minimize the delay margin required for
compensation. Counters can be used to sample the frequency
of the different performance monitors. In this case, the smallest
frequency count is used to the adjust the chip voltage to cover
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the delay degradation resulting from the highest temperature
on the chip.

Utilizing a closed-loop feedback mechanism enables the
voltage scaling system to compensate for process variations.
Therefore, a replica of the critical path can be sufficient to em-
ulate a logic-dominated path while it remains unique. However,
as the interconnect delay ratio increases, the probability
that a logic-dominated path becomes critical increases at low
voltage. Similar to Fig. 2, the margin required to cover for
such situation can be quantified when realizing that the delay
of the logic path plus margin at the minimum supply voltage
should be at least equal to the interconnect path delay. This
relationship can be expressed as

(7)
where and are logic and interconnect delays
at the minimum supply voltage, respectively. The numerator and
the denominator represent the reference path delay plus margin
and the logic-dominated path delay, respectively. Both are di-
vided into a logic delay portion and an interconnect delay por-
tion. The margin is added in terms of logic delay to guarantee
that the overall reference delay remains the most critical at the
low end of the supply scale. Simplifying (7), the delay margin
can be expressed in terms of as

(8)

For open-loop systems, process variations should be ac-
counted for by adding an extra margin. Therefore, the total
delay margin required to cover worst case becomes

(9)

where is the margin required to cover process variations.
Using (8) and (9), the estimated delay margin required by the
conventional open-loop and closed-loop systems to accommo-
date for the worst case delay scenario is computed and plotted
in Fig. 10 for both the 0.18- and 0.13- m technologies. The
open-loop system requires approximately 48% margin to ac-
commodate for transistor and RC variations. For closed-loop
systems, including the CPE, such margin is negligible for a
pure logic delay. As increases, the delay margin increases.
For the CPE system, the margin slightly increases while the
open-loop and the closed-loop margins increase significantly.
Due to the larger impact of process variations at the 0.13- m
node, a larger delay margin than that of the 0.18- m node is re-
quired. For example, when the reference path delay is mainly
due to optimally buffered interconnects ( ), the
delay margin required is 73% and 78% for the 0.18- and the
0.13- m technologies, respectively.

The 5% margin shown to be required by the CPE system
for logic-dominated paths is used to cover for the mismatch
between the delay model described by (5) and the actual crit-
ical path. Additional margin is required with increasing to
cover for the digitization of process splits. For example, when

Fig. 10. Delay margin required by voltage scaling systems as a function of
interconnect delay ratio of the reference path.

using three process splits, slow, typical, and fast, a slower than
typical split is treated as a slow split by the CPE system. Due to
such digitization, the CPE system can be programmed to track a
certain path while the actual critical path is different. The margin
required to cover for 10-split digitization is calculated using (8).
Fig. 10 shows that the total delay margin required by the CPE
is approximately 11% and 12% for the 0.18- and the 0.13- m
technologies, respectively.

Energy efficiency of the three voltage scaling systems is ex-
tracted from the delay margin required for robust operation.
Using (1) and (2) and the fact that energy dissipation is equiv-
alent to power dissipation per clock cycle, energy reduction of
the CPE system compared to conventional voltage scaling sys-
tems is given by

Energy Reduction

(10)

where and are the dynamic and leakage en-
ergy reduction of the CPE system with respect to the conven-
tional system, respectively. and are the supply volt-
ages required to achieve the target delay in the conventional and
CPE systems, respectively, and is a technology parameter
[29]. is the ratio of dynamic to leakage power dissipation of the
system. Note that becomes smaller as voltage is scaled. This
is due to the fact that dynamic power is reduced quadratically
while leakage power is reduced linearly with voltage as can be
seen from (1) and (2), respectively. For simplicity, is taken to
be constant across the entire supply range. This assumption is
valid for the 0.18- and the 0.13- m technologies due to the rela-
tively small leakage power but can be under estimating leakage
power for smaller feature sizes.

Using the 0.18- m CMOS technology parameters, the energy
efficiency of the proposed system compared to conventional
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Fig. 11. Energy efficiency of the proposed architecture compared to the con-
ventional open-loop and closed-loop systems as a function of interconnect delay
ratio of the reference path.

open-loop and closed-loop voltage scaling systems is computed
using (10) and plotted in Fig. 11. The CPE system is up to
39% and 24% more energy efficient compared to conventional
open-loop and closed-loop systems, respectively. When com-
paring the energy efficiency using the 0.13- m technology pa-
rameters to that of the 0.18- m technology, a decrease of about
2%–4% is observed. This is a result of the increased contribu-
tion of the leakage power component to the overall power dis-
sipation as the technology scales. Therefore, it can be predicted
that the effectiveness of supply scaling to reduce overall power
dissipation is decreasing with technology scaling [30].

V. EXPERIMENTAL RESULTS

A test chip is implemented to validate the CPE architecture
against two different delay paths, one is an interconnect-dom-
inated and the other is a logic-dominated path in a 6-metal
CMOS 0.18- m technology. For the 0.18- m technology used,
the typical delay for a 1 mm of M6 (top layer) wire is estimated
to be approximately 50 ps. Since the FO4 inverter delay for the
typical process corner is approximately 100 ps, a 5-mm wire
length is suitable for estimating the effect of interconnect delay
with a reasonable accuracy.

The schematic of the CPE test chip is shown in Fig. 12. Due to
the lack of accurate precharacterization silicon results, shift reg-
isters are used to construct the LUT matrix of the CPE system
instead of using a ROM. The LUTs are initially loaded with
post-layout simulation data which is fine-tuned using the actual
silicon data obtained after measurements. The logic/intercon-
nect estimator includes a 9-bit counter used to measure the logic
and interconnect ring oscillator speeds by counting the number
of edges every 1 s. Ten 9-bit registers are used to store the dig-
itized split information for five process and five RC splits. The
ring oscillator is first configured to measure logic speed. The fre-
quency count is then compared to the logic speed information
stored in the LUT to determine the process split. Similarly, inter-
connect speed is identified by configuring the ring oscillator into
the interconnect speed measurement mode. Using the process

Fig. 12. Schematic for the CPE test chip.

Fig. 13. Die photo for the CPE test chip.

and interconnect information, a specific LUT in the 5 5 ma-
trix is selected and the delay lines are programmed based on the
data stored for each target delay.

A 16 16-bit unsigned multiplier is used as a test vehicle to
verify the functionality of the CPE architecture. All of the 32
inputs of the multiplier are tied together to a single input which
is synchronized with the system clock (CLK). The same input is
used as an input to the programmable delay line. This input tog-
gles its value every clock cycle. Accordingly, the inputs to the
multiplier switch from all zeros to all ones and back to all zeros
and so on. Therefore, exercising the critical path in the multi-
plier is guaranteed. Only two bits of the multiplier output are
monitored in the verification process. The least significant bit

, has the shortest logic delay. An interconnect delay is added
to this output bit to mimic an interconnect-dominated path as
shown in Fig. 12. The second output to be emulated is the most
significant bit . This path represents a logic-dominated path
delay and scales differently with voltage compared to the
path. Both multiplier outputs and the CPE output are latched
using the system clock.
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Fig. 14. Measured versus back-annotated logic ring oscillator frequency.

The die photo is shown in Fig. 13. The layout dimensions are
0.9 0.9 mm excluding the pad ring. The CPE delay lines oc-
cupy an area of approximately 0.35 0.45 mm . Such an area
is required to accommodate for slow frequency emulation by
replicating the logic and interconnect unit delays as necessary
to cover the entire frequency range. For medium to high fre-
quency systems, however, the area of the CPE delay lines is
expected to go down significantly since the full range of delay
emulation will be smaller. Furthermore, the area required by the
register banks used for building the LUTs will be significantly
reduced when replaced by read-only memory (ROM) in produc-
tion chips.

The result of the process binning step is shown in Fig. 14. The
measured frequency of the logic ring oscillator is shown to be
faster than the back annotated typical frequency. On a five-split
process space, this frequency is mapped to the forth process
corner, i.e., . Similarly, the interconnect corner is
identified through the measurement of the interconnect-domi-
nated ring oscillator.

The functionality of the CPE architecture is verified at dif-
ferent supply voltage points and the ability of the CPE output to
track the 16 16 multiplier is evaluated at each point. At each
target supply voltage, the frequency of operation of the multi-
plier is determined by increasing the system frequency grad-
ually until the output flip-flops latch an incorrect value. The
“Error” indicator shown in Fig. 12 detects the timing relation-
ship between the multiplier and the CPE outputs. When “Error”
is LOW, the values captured in both the multiplier and the CPE
latches are the same while “Error” goes HIGH when the latched
values are different indicating that the CPE exhibited a longer
than necessary delay and failed to track.

The measurement arrangement is shown in Fig. 15(a) and
the timing diagram is shown in Fig. 15(b). The input is toggled
every clock cycle and the outputs switch at half the clock fre-
quency. For example, when the system clock is 50 MHz, the out-
puts switch at 25 MHz. On the test chip, the output of the CPE,
the logic, and the interconnect paths before the flip-flops are ob-
served off chip. The mismatch between the three different paths
is considered in the layout to minimize the sources of error in the
delay measurement. The “Error” indicator helps validating the
tracking ability of the CPE system as described before. Further-
more, the phase error between the unlatched multiplier outputs

Fig. 15. (a) Schematic for the CPE test chip and (b) the associated waveforms.

and the CPE output, taken as the reference, is measured. A pos-
itive phase error indicates that the CPE output is leading (faster)
than the multiplier output and margin added to CPE output is
not sufficient.

The measured results for the CPE output (CH4) and the multi-
plier output (CH2) are shown in Fig. 16. The CPE delay tracking
with the multiplier output is measured at different supply volt-
ages and different operating frequencies. At 1.8 V and 45 MHz
switching frequency (CLK frequency is 90 MHz), the phase
error between the CPE and the multiplier output signals is mea-
sured directly using the digital scope as shown in Fig. 16(a). By
programming the CPE delay lines the phase error is adjusted to
approximately 1.2 degrees. The CPE output has a safety margin
over the multiplier output. Therefore, the multiplier output is
leading the CPE output in phase. This safety margin is a de-
sign parameter and can be controlled using the CPE delay lines.
Due to the limitations imposed by the package used for testing
the chip, the range of operating frequency is limited to 90 MHz
(45-MHz switching frequency) as shown in Fig. 16(a). If the
CPE output is leading the multiplier such as the case shown in
Fig. 16(c), the CPE delay lines can be reprogrammed to track
the multiplier output by adding more margin to the CPE output.
By reprogramming the delay lines of the CPE system, the mul-
tiplier delay can be tracked at different supply voltages such as
shown in Fig. 16(b) and (d) for the 1.4 and the 0.9 V. The mea-
surement of the phase error was associated with some jitter and
the snapshots shown in Fig. 16 include a single value for the
phase error. The jitter effect was limited to around 1–2 degrees.
The actual phase error value can reach up to 4–5 degrees which
is translated to a maximum of 5% frequency margin.

The measured current consumption of the CPE architecture
is shown in Fig. 17. The power consumption of CPE is a func-
tion of frequency (the CPE delay lines switch at the same fre-
quency as the main system). For example, at a frequency of
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Fig. 16. Measured results of the CPE test chip. In each waveform plot, the
top waveform (CH2) and the bottom waveform (CH4) represent the unlatched
Multiplier output and the CPE output, respectively. (a) V = 1.8 V, frequency
= 45 MHz. (b)V = 1.4 V, frequency= 35 MHz. (c)V = 1.0 V, frequency
= 15 MHz. (d) V = 900 mV, frequency = 10 MHz.

Fig. 17. Measured current dissipation of the CPE architecture.

100 MHz, the current dissipated by the CPE system is 3 mA.
Using the linear relationship between frequency and power, the
current dissipated at a frequency of 1 GHz is expected to be
approximately 30 mA at the same voltage. In fact, the 30-mA
current dissipation is the upper limit considering that the delay
lines required to emulate the 1-GHz system are smaller than
those required to emulate the 100-MHz system. In this example,
the CPE overhead for a low-power, 1-GHz system is approx-
imately 3% assuming that the overall system power dissipa-
tion is 2 W at 1.8 V. This overhead becomes smaller for higher
power dissipation systems. Furthermore, the current consumed
by the CPE architecture is shown to scale well with the supply
voltage. Therefore, the power dissipation overhead remains ap-
proximately constant across the entire supply voltage range.

VI. CONCLUSION

The large safety margin required by conventional voltage
scaling systems to guarantee a robust operation, even when
the critical path changes under any circumstances, is directly
translated to a voltage overhead and a corresponding energy
inefficiency. A critical path emulator which is shown to closely
track the actual critical path at any condition that yields a
higher energy efficiency compared to conventional systems.
Such close tracking is achievable across different process and
interconnect parasitic corners. As a result, the CPE is up to
39% and 24% more energy efficient compared to conventional
open-loop and closed-loop systems, respectively. Experimental
results show how the CPE system can be programmed to
minimize the margin required when a logic-dominated and an
interconnect-dominated paths are to be tracked simultaneously.
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